
1 What are probabilities?

There are two basic schools of thought as to the philosophical status of prob-
abilities. One school of thought, the frequentist school, considers the prob-
ability of an event to be its asymptotic frequency over an arbitrarily large
number of repeated trials. For example, to say that the probability of a toss
of a fair coin landing as Heads is 0.5 (ignoring the possibility that the coin
lands on its edge) means to a frequentist that if you tossed the coin many,
many times, the proportion of Heads outcomes would approach 50%.

The second, Bayesian school of thought considers the probability of an
event E to be a principled measure of the strength of one’s belief that E will
result. For a Bayesian, to say that P (Heads) for a fair coin is 0.5 (and thus
equal to P (Tails)) is to say that you believe that Heads and Tails are equally
likely outcomes if you flip the coin.

The debate between these interpretations of probability rages, and we’re
not going to try and resolve it in this class. Fortunately, for the cases in
which it makes sense to talk about both reasonable belief and asymptotic
frequency, it’s been proven that the two schools of thought lead to the same
rules of probability. If you’re further interested in this, I encourage you to
read Cox (1946), a beautiful, short paper.

2 Sample Spaces

The underlying foundation of any probability distribution is the sample

space—a set of possible outcomes, conventionally denoted Ω.1 For exam-
ple, if you toss two coins, the event space is

Ω = {hh, ht, th, hh}

where h is Heads and t is Tails. Sample spaces can be finite, countably
infinite (e.g., the set of integers), or uncountably infinite (e.g., the set of real
numbers).

3 Events and probability spaces

An event is simply a subset of a sample space.

1Much of the rest of this handout follows treatment in Rice (1995) and Manning and
Schütze (1999).
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Figure 1: Conditional Probability (after Manning and Schütze (1999))

What is the sample space corresponding to the roll of a single
six-sided die? What is the event that the die roll comes up even?

It follows that the negation of an event E (that is, E not happening) is
simply Ω − E.

A probability space P on Ω is a function from events in Ω to real
numbers such that the following three properties hold:

1. P (Ω) = 1.

2. P (E) ≥ 0 for all E ⊂ Ω.

3. If E1 and E2 are disjoint, then P (E1 ∪ E2) = P (E1) + P (E2).

4 Conditional Probability and Independence

We’ll use an example to illustrate conditional independence. In Old English,
the object in a transitive sentence could appear either preverbally or postver-
bally. Suppose that amoung transitive sentences in a corpus, the frequency
distribution of object position and pronominality is as follows:

(1)
Pronoun Not Pronoun

Object Preverbal 0.224 0.655
Object Postverbal 0.014 0.107
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Let’s interpret these frequencies as probabilities. What is the conditional

probability of pronominality given that an object is postverbal?
The conditional probability of event B given that A has occurred/is

known is defined as follows:

P (B|A) ,
P (A ∩ B)

P (A)

In our case, event A is Postverbal, and B is Pronoun. The quantity
P (A∩B) is already listed explicity in the lower-right cell of table (1): 0.014.
We now need the quantity P (A). For this we need to calculate the Marginal

Total of row 2 of Table (1): 0.014 + 0.107 = 0.121. We can then calculate:

P (Pronoun|Postverbal) = 0.014

0.014+0.107
= 0.116

4.1 (Conditional) Independence

Events A and B are said to be Conditionally Independent given C if

P (A ∩B|C) = P (A|C)P (B|C)

A more philosophical way of interpreting conditional independence is that if
we are in the state of knowledge denoted by C, then conditional independence
of A and B means that knowing A tells us nothing more about the probability
of B, and vice versa. You’ll also see the term we are in the state of “not
knowing anything at all” (C = ∅) then we would simply say in this case that
A and B are conditionally independent.

It’s crucial to keep in mind that if A and B are conditionally independent
given C, that does not guarantee they will be conditionally independent given
some other set of knowledge C ′.

5 Random Variables

Technically, a random variable X is a function from Ω to the set of
real numbers (R). You can think of a random variable as an “experiment”
whose outcome is not known in advance. In fact, the outcome of a random
variable is a technical term simply meaning which number resulted from the
“experiment”.
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The relationship between the sample space Ω, a probability space P on Ω,
and a random variable X on Ω can be a bit subtle so I’ll explain it intuitively,
and also with an example. In many cases you can think of a random variable
as a “partitioning” of the sample space into the distinct classes of events
that you (as a researcher, or as a person in everyday life) care about. For
example, suppose you are trying to determine whether a particular coin is
fair. A natural thing to do is to flip it many times and see how many times
it comes out heads. Suppose you decide to flip it eight times. The sample
space Ω is then all possible sequences of length eight whose members are
either H or T. The coin being fair corresponds to the probability space P in
which each point in the sample space has equal probability 1

28 . Now suppose
you go ahead and flip the coin eight times, and the outcome is

TTTTTTHT

Intuitively, this is a surprising result. But under P , all points in Ω are
equiprobable, so there is nothing about the result that is particularly sur-
prising.

The key here is that you as an investigator of the coin’s fairness are not
interested in the particular H/T sequence that resulted. You are interested
in how many of the tosses came up heads. This quantity is your random
variable of interest—let’s call it X. The logically possible outcomes of X are
the integers {0, 1, · · · , 8}. The actual outcome was X = 1—and there were
seven other possible points in Ω for which X = 1 would be the outcome!
We can use this to calculate the probability of this outcome of our random
variable under the hypothesis that the coin is fair:

P (X = 1) =
1

28
× 8 =

1

25
= 0.03125

So seven tails out of eight is a pretty surprising result. Incidentally, there’s
a very interesting recent paper (Griffiths and Tenenbaum, 2007) that deals
with how humans actually do ascribe surprise to a “rare” event like a long
sequence of heads in a coin flip.

6 Basic data visualization

We’ll illustrate two basic types of data visualization—histograms and plots—
by briefly investigating the relationship between word lengths and word fre-
quencies.
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6.1 Histograms

The file brown-counts-lengths contains the length and frequency of every
word type appearing in the parsed Brown corpus. We’ll start by visualizing
the distributions of frequency and length counts.

# header=T reads off the

> x <- read.table("brown-counts-lengths",header=T)

> head(x,n=20)

Count Word Length

1 163 ’ 1

2 58 $ 1

3 24 & 1

4 4 % 1

5 1 0 1

6 1 0600 4

7 27 1 1

8 16 10 2

9 8 100 3

10 1 1000 4

11 3 1,000 5

12 4 10,000 6

13 3 100,000 7

14 1 1,000,000 9

15 1 10,000,000 10

16 1 1020 4

17 1 105-degrees 11

18 1 106 3

19 1 108 3

20 1 10-day 6

> hist(log(x$Count,2),breaks=seq(-0.5,39.5,by=1),prob=T)

> hist(x$Length,breaks=seq(-0.5,32.5,by=1),prob=T)

# results shown in Figure

Most of the word types (nearly 50%) are frequency 1—a word with a
single instance in a given corpus is sometimes called a hapax legomenon. We
can look up the ten most frequent words in the Brown corpus using the
order() command:
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Figure 2: Histograms of log-frequency counts and word lengths for Brown
corpus

> x[order(x$Count,decreasing=T)[1:10],]

Count Word Length

26280 22244 the 3

17904 10964 of 2

1264 10661 and 3

26681 9778 to 2

337 8960 a 1

13265 6575 in 2

28599 5499 was 3

12187 4195 he 2

13001 4131 I 1

26270 4079 that 4

The longest word in the Brown corpus is:

> x[order(x$Length,decreasing=T)[1],]

Count Word Length

17480 1 nnuolapertar-it-vuh-karti-birifw 32

Not surprisingly, this is hapax legomenon.
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Figure 3: Word length versus log-frequency in the Brown corpus

6.2 Plots

We can investigate the relationship between length and frequency by plotting
them against each other:

> plot(x$Length,log(x$Count,2))

> lines(lowess(x$Length, log(x$Count,2)))

# results in Figure

The lowess() function is a kind of smoother that estimates the y-value of
a function for a value of y, given a full dataset of (x, y) points. You can use it
to graphically explore the relationship between two variables on a relatively
informal basis.

Finally, you can use identify() to interactively inspect the points on a
plot.

> ?plot

> plot(x$Length,log(x$Count,2))

> identify(x$Length,log(x$Count,2),labels=x$Word)

[1] 17480 24298 26270 26280
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