
Lecture 10: Introduction to linear models

7 November 2007

1 Linear models

Today and for much of the rest of the course we’ll be looking at conditional
probability distributions of the form

P (Y |X1, X2, . . . , Xn)

that is, where we are interested in determining the distribution of a particular
random variable Y given knowledge of the outcomes of a number of other ran-
dom variables X1, . . . , Xn. Y is variously called the outcome, response,
or dependent variable, and the Xi are called the predictors, input

variables, covariates, or independent variables. In these notes I will
tend to use the term response for Y and predictors for the Xi. We will
sometimes use ~X as a shorthand for X1, . . . , Xn.

In this lecture we will restrict our attention to models of a particular
form:

P (Y |X) = α + β1X1 + β2X2 + · · · + βnXn + ǫ (1)

for some fixed coefficients α, β1, β2, . . . , βn.
1 Since the predictors Xi are

known, then most of the right-hand side of Equation (1) is deterministic.
However, ǫ, which is called the error or noise term, is a random vari-
able. Here, we assume that ǫ ∼ N (0, σ)—that is, the error term is normally
distributed with mean zero and some standard deviation σ.

1In some texts, the parameter α is instead denoted as β0.
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Conditional probability density P(y|x) for a linear model
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Figure 1: A plot of the probability density on the outcome of the Y random
variable given the X random variable

This is what is called a linear model. Fitting a linear model to a
dataset is called linear regression. (If there is more than one predictor
variable, it is often called multiple linear regression.)

Before we get to fitting a linear model, let briefly us examine what type of
distribution it captures. We assume the linear model with only one predictor
variable, X1, and set α = −1, β1 = 1

2
, σ = 2. This gives us the distribution:

Y = −1 + 2X1 + ǫ

We can visualize the probability density as in Figure 1, using the following
code:

x <- seq(-5,5,by=0.1)

y <- seq(-5,5,by=0.1)

grid <- expand.grid(x=x,y=y)

grid$z <- dnorm(grid$y,mean=(1/2) * grid$x - 1, sd=2)

levelplot(z ~ x*y,grid, main="Conditional probability density P(y|x) for a linear

The lighter the region, the more probable for any given value of X that
the observed data point will fall there. If you imagine a vertical line extending
through the plot at X = 0, you will see that the plot along this line is lightest
in color at Y = −1 = α. This is the point at which ǫ takes its most probable
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value, 0. For this reason, α is also called the intercept parameter of the
model, and the βi are called the slope parameters.

An important point to keep in mind is that the linear model is NOT a
model of the distribution of X, but only the conditional distribution P (Y |X).

2 Fitting a linear model

The process of estimating the parameters α and βi of a linear model on the
basis of some data (also called fitting the model to the data) is called
linear regression. There are many techniques for parameter estimation
in linear regression, but by far the most well-known and widespread technique
is maximum-likelihood estimation.

Before we talk about exactly what the maximum-likelihood estimate looks
like, we’ll introduce some useful terminology. Suppose that we have estimated
some model parameters α̂ and β̂i. This means that for each point 〈xj , yj〉 in
our dataset ~x, we can construct a predicted value for Y as follows:

ŷj = α + β1xj1 + . . . βnxjn

where xji is the value of the i-th predictor variable for the j-th data point.
(Note that no ǫ appears in the definition of ŷj, which is centered on the most
likely outcome of Y in the predicted model.) We define the residual of the
j-th data point simply as

yj − ŷj

—that is, the amount by which our model’s prediction missed the observed
value.

It turns out that for linear models with a normally-distributed error term
ǫ, the likelihood of the model parameters with respect to x̂ is monotonic in
the sum of the squared residuals. This means that the maximum-likelihood
estimate of the parameters is also the estimate that minimizes the the sum
of the squared residuals.

2.1 Fitting a linear model: case study

The dataset english contains reaction times for lexical decision and naming
of isolated English words, as well as written frequencies for those words. Re-
action times are measured in milliseconds, and word frequencies are measured
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in appearances in a 17.9-million word written corpus. (All these variables
are recorded in log-space) It is well-established that words of high textual
frequency are generally responded to more quickly than words of low textual
frequency. Let us consider a linear model in which reaction time RT depends
on the log-frequency, F , of the word:

RT = α + βFF + ǫ (2)

This linear model corresponds to a formula in R, which can be specified in
either of the following ways: An

Intro-
duction
to R,
section
11.1

RT ~ F

RT ~ 1 + F

The 1 in the latter formula refers to the intercept of the model; the presence
of an intercept is implicit in the first formula.

You can fit a linear model with the lm(), abline() command. The lm()
code below displays the relationship between lexical-decision reaction time
and written word frequency for the english dataset, as seen in Figure 2:2

> plot(exp(RTlexdec) ~ WrittenFrequency, data=english)

> rt.lm <- lm(exp(RTlexdec) ~ WrittenFrequency, data=english)

> rt.lm

Call:

lm(formula = exp(RTlexdec) ~ WrittenFrequency, data = english)

Coefficients:

(Intercept) WrittenFrequency

843.58 -26.97

> abline(rt.lm,col=2,lwd=4)

The result of the linear regression is an intercept α = 843.58 and a slope
βF = −29.76. The WrittenFrequency variable is in natural log-space, so the
slope can be interpreted as saying that if two words differ in frequency by a

2We use exp(RTlexdec) because the variable RTlexdec is recorded in log-space.
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Figure 2: Lexical decision reaction times as a function of word frequency

factor of e ≈ 2.718, then on average the more frequent word will be recognized
as a word of English 26.97 milliseconds faster than the less frequent word.
The intercept, 843.58, is the predicted reaction time for a word whose log-
frequency is 0—that is, a word occurring only once in the corpus.

2.2 Fitting a linear model: a simple example

Let us now break down how the model goes about fitting data in a simple
example.

Suppose we have only three observations of log-frequency/RT pairs:

〈4, 800〉

〈6, 775〉

〈8, 700〉

Let use consider four possible parameter estimates for these data points.
Three estimates will draw a line through two of the points and miss the
third; the last estimate will draw a line that misses but is reasonably close
to all the points. The code is below, and results in Figure 3:

x <- c(4,6,8)
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Figure 3: Linear regression with three points

y <- c(800,775,700)

old.par <- par(lwd=2)

plot(x,y,xlim=c(3.5,8.5),ylim=c(650,850))

abline(1000,-37.5, lty=2,col=2) # goes through points 2 & 3

errbar(4.01,801,4.01,850,lty=2,col=2)

abline(900,-25, lty=3,col=3) # goes through points 1 & 3

errbar(6.01,750,6.01,774,lty=3,col=3)

abline(850,-12.5, lty=4,col=4) # goes through points 2 & 3

errbar(8.01,750,8.01,701,lty=4,col=4)

abline(910,-25, lty=1,col=1) # goes through points 1 & 3

errbar(3.99,810,3.99,800,lty=1,col=1)

errbar(5.99,760,5.99,775,lty=1,col=1)

errbar(7.99,710,7.99,700,lty=1,col=1)

legend(7,850,c("Sum squared error","2500","625","2500","425"),

lty=c(NA,2,3,4,1),col=c(NA,2,3,4,1),cex=1.5)

par(old.par)

First consider the solid black line, which has intercept 910 and slope -25.
It predicts the following values, missing all three points:
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x ŷ Residual (ŷ − y)
4 810 −10
6 760 15
8 710 −10

and the sum of its squared residuals is 425. Each of the other three lines
has only one non-zero residual, but that residual is much larger, and in all
three case, the sum of squared residuals is larger than for the solid black line.
This means that the likelihood of the parameter values α = 910, βF = −25
is higher than the likelihood of the parameters corresponding to any of the
other lines.

What is the MLE for α, βF with respect to these three data points, and
what are the residuals for the MLE? We can use lm() to fit the model and
resid() to get at the residuals: resid()

> rt3.lm <- lm(y ~ x)

> rt3.lm

Call:

lm(formula = y ~ x)

Coefficients:

(Intercept) x

908.3 -25.0

> resid(rt3.lm)

1 2 3

-8.333333 16.666667 -8.333333

> sum(resid(rt3.lm)^2)

[1] 416.6667

The MLE has the same slope as our solid black line, though the intercept is
ever so slightly lower. The sum of squared residuals is slightly better too.

Take-home point: for linear regression, getting everything wrong by a
little bit is better than getting a few things wrong by a lot.

2.3 Outliers and leverage

***exclude???***
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3 Handling multiple predictors

In many cases, we are interested in simultaneously investigating the linear in-
fluence of two or more predictor variables on a single response. We’ll discuss
two methods of doing this: residualizing and multiple linear regres-

sion.
As a case study, consider naming reaction times from the english dataset,

and now imagine that we’re interested in the influence of orthographic neigh-
bors. (An orthographic neighbor of a word w is one that shares most of its
letters with w; for example, cat has several orthographic neighbors includ-
ing mat and rat.) The english dataset summarizes this information in the
Ncount variable, which measures orthographic neighborhood density

as (I believe) the number of maximally close orthographic neighbors that the
word has. How can we investigate the role of orthographic neighborhood
while simultaneously taking into account the role of word frequency?

3.1 Residualizing

One approach would be a two-step process: first, construct a linear regression
with frequency as the predictor and RT as the response. (This is commonly
called “regressing RT against frequency”.) Second, construct a new linear
regression with neighborhood density as the predictor the residuals from the

first regression as the response. The transformation of a raw RT into the
residual from a linear regression is called residualization. The whole
process is illustrated below (see Figure 4):

english.young <- subset(english,AgeSubject=="young")

attach(english.young)

rt.freq.lm <- lm(exp(RTnaming) ~ WrittenFrequency)

rt.freq.lm

Call:

lm(formula = exp(RTnaming) ~ WrittenFrequency)

Coefficients:

(Intercept) WrittenFrequency

486.506 -3.307
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Figure 4: Plot of frequency-residualized word naming times and linear re-
gression against neighborhood density

rt.res <- resid(rt.freq.lm)

rt.ncount.lm <- lm(rt.res ~ Ncount)

plot(Ncount, rt.res)

abline(rt.ncount.lm,col=2,lwd=3)

rt.ncount.lm

Call:

lm(formula = rt.res ~ Ncount)

Coefficients:

(Intercept) Ncount

9.080 -1.449

detach()

Even after linear effects of frequency have been accounted for by removing
them from the RT measure, neighborhood density still has some effect – words
with higher neighborhood density are named more quickly.
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3.2 Multiple linear regression

The alternative is to build a single linear model with more than one predictor.
A linear model predicting naming reaction time on the basis of both frequency
F and neighborhood density D would look like this:

RT = α + βF F + βDD + ǫ

and the corresponding R formula would be either of the following:

RT ~ F + D

RT ~ 1 + F + D

Plugging this in gives us the following results:

attach(english)

rt.both.lm <- lm(exp(RTnaming) ~ WrittenFrequency + Ncount)

rt.both.lm

Call:

lm(formula = exp(RTnaming) ~ WrittenFrequency + Ncount)

Coefficients:

(Intercept) WrittenFrequency Ncount

602.367 -5.042 -1.780

detach()

Note that the results are qualitatively similar but quantitatively different
than for the residualization approach: larger effect sizes have been estimated
for both WrittenFrequency and Ncount.

4 Confidence intervals and hypothesis testing

for linear regression

Just as there was a close connection between hypothesis testing with the
one-sample t-test and a confidence interval for the mean of a sample, there
is a close connection between hypothesis testing and confidence intervals for
the parameters of a linear model. We’ll start by explaining the confidence
interval as the fundamental idea, and see how this leads to hypothesis tests. ellipse()

from the
ellipse

package
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Figure 5: The confidence-region construction procedure for (a) sample means
and (b) parameters of a linear model. The black dots are the maximum-
likelihood estimates, around which the confidence regions are centered.

#Sample mean

dat <- rnorm(100,0,1)

hist(dat,breaks=20,prob=T, ylim=c(0,1),xlab="Observed data",main="",cex=2)

arrows(t.test(dat)$conf.int[1],0.9,t.test(dat)$conf.int[2],0.9,

code=3,angle=90,lwd=3,col=2)

points(mean(dat),0.9,pch=19,cex=2)

arrows(-0.3,0.5,-0.05,0.85,lwd=2,col=3)

text(-0.9,0.7,"PROC",cex=2,col=3)

#intercept and slope of a linear model

x <- runif(100,0,5)

y <- x + 1 + rnorm(100)

plot(x,y)

arrows(4,2,4.98,2,lwd=4,col=3)

text(4.2,1,"PROC",cex=2,col=3)

xy.lm <- lm(y ~ x)

plot(ellipse(vcov(xy.lm),centre=coef(xy.lm)),ylim=c(0.3,1.7),

xlim=c(0.3,1.7),type="l",col=2,lwd=3,xlab="alpha",ylab="beta",cex=2)

points(coef(xy.lm)[1],coef(xy.lm)[2],cex=2,pch=19)

arrows(0.4,coef(xy.lm)[2]+sqrt(vcov(xy.lm)[2,2]),0.4,

coef(xy.lm)[2]-sqrt(vcov(xy.lm)[2,2]),code=3,angle=90,lwd=3,col=3)

arrows(coef(xy.lm)[1]+sqrt(vcov(xy.lm)[1,1]),0.4,

coef(xy.lm)[1]-sqrt(vcov(xy.lm)[1,1]),0.4,code=3,angle=90,lwd=3,col=3)
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Figure 5 illustrates the procedures by which confidence intervals are con-
structed for a sample mean (one parameter) and for the intercept and slope
of a linear regression with one predictor. In both cases, a dataset x̂ is ob-
tained, and a fixed procedure is used to construct boundaries of a confi-

dence region from x̂. In the case of the sample mean, the “region” is in
one-dimensional space so it is an interval. In the case of a linear regression
model, the region is in two-dimensional space, and looks like an ellipse. The
size and shape of the ellipse are determined by the variance-covariance

matrix of the linear predictors, which is accessible via the vcov() func-
tion. If we collapse the ellipse down to only one dimension (corresponding to vcov()

one of the linear model’s parameters), we have a confidence interval on that
parameter.3

3Formally this corresponds to marginalizing over the values of the other parameters
that you’re collapsing over.
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