
Lecture 11: Confidence intervals and model

comparison for linear regression; analysis of

variance

14 November 2007

1 Confidence intervals and hypothesis testing

for linear regression

Just as there was a close connection between hypothesis testing with the
one-sample t-test and a confidence interval for the mean of a sample, there
is a close connection between hypothesis testing and confidence intervals for
the parameters of a linear model. We’ll start by explaining the confidence
interval as the fundamental idea, and see how this leads to hypothesis tests. ellipse()

from the
ellipse

package

#Sample mean

dat <- rnorm(100,0,1)

hist(dat,breaks=20,prob=T, ylim=c(0,1),xlab="Observed data",main="",cex=2)

arrows(t.test(dat)$conf.int[1],0.9,t.test(dat)$conf.int[2],0.9,

code=3,angle=90,lwd=3,col=2)

points(mean(dat),0.9,pch=19,cex=2)

arrows(-0.3,0.5,-0.05,0.85,lwd=2,col=3)

text(-0.9,0.7,"PROC",cex=2,col=3)

#intercept and slope of a linear model

x <- runif(100,0,5)

y <- x + 1 + rnorm(100)

plot(x,y)

arrows(4,2,4.98,2,lwd=4,col=3)
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Figure 1: The confidence-region construction procedure for (a) sample means
and (b) parameters of a linear model. The black dots are the maximum-
likelihood estimates, around which the confidence regions are centered.

text(4.2,1,"PROC",cex=2,col=3)

xy.lm <- lm(y ~ x)

plot(ellipse(vcov(xy.lm),centre=coef(xy.lm)),ylim=c(0.3,1.7),

xlim=c(0.3,1.7),type="l",col=2,lwd=3,xlab="alpha",ylab="beta",cex=2)

points(coef(xy.lm)[1],coef(xy.lm)[2],cex=2,pch=19)

arrows(0.4,coef(xy.lm)[2]+sqrt(vcov(xy.lm)[2,2]),0.4,

coef(xy.lm)[2]-sqrt(vcov(xy.lm)[2,2]),code=3,angle=90,lwd=3,col=3)

arrows(coef(xy.lm)[1]+sqrt(vcov(xy.lm)[1,1]),0.4,

coef(xy.lm)[1]-sqrt(vcov(xy.lm)[1,1]),0.4,code=3,angle=90,lwd=3,col=3)

Figure 1 illustrates the procedures by which confidence intervals are con-
structed for a sample mean (one parameter) and for the intercept and slope
of a linear regression with one predictor. In both cases, a dataset ~x is ob-
tained, and a fixed procedure is used to construct boundaries of a confi-

dence region from ~x. In the case of the sample mean, the “region” is in
one-dimensional space so it is an interval. In the case of a linear regression
model, the region is in two-dimensional space, and looks like an ellipse. The
size and shape of the ellipse are determined by the variance-covariance

matrix of the linear predictors, which is accessible via the vcov() func-
tion. If we collapse the ellipse down to only one dimension (corresponding to vcov()

one of the linear model’s parameters), we have a confidence interval on that
parameter.1

1Formally this corresponds to marginalizing over the values of the other parameters
that you’re collapsing over.

Linguistics 251 lecture 11 notes, page 2 Roger Levy, Fall 2007



We illustrate this below for the linear regression model of frequency
against word naming latency:

> attach(english)

> rt.lm <- lm(exp(RTnaming) ~ WrittenFrequency)

> summary(rt.lm)

Call:

lm(formula = exp(RTnaming) ~ WrittenFrequency)

Residuals:

Min 1Q Median 3Q Max

-150.855 -97.030 -5.047 92.876 227.199

Coefficients:

Estimate Std. Error t value Pr(>|t|)

(Intercept) 593.7061 4.3065 137.864 < 2e-16 ***

WrittenFrequency -5.5376 0.8051 -6.878 6.9e-12 ***

---

Signif. codes: 0 *** 0.001 ** 0.01 * 0.05 . 0.1 1

Residual standard error: 100.3 on 4566 degrees of freedom

Multiple R-Squared: 0.01025,Adjusted R-squared: 0.01004

F-statistic: 47.31 on 1 and 4566 DF, p-value: 6.895e-12

> vcov(rt.lm) # The diagonals are the variances of the coeff. estimates!

(Intercept) WrittenFrequency

(Intercept) 18.54573 -3.2548502

WrittenFrequency -3.25485 0.6482287

> plot(ellipse(vcov(rt.lm),centre=coef(rt.lm)),type="l")

> points(coef(rt.lm)[1],coef(rt.lm)[2],cex=5,col=2,pch=19)

Figure 2 shows the results. The model is quite certain about the pa-
rameter estimates; however, note that there is a correlation between the
parameter estimates. According to the analysis, if we reran this regression
many times on data drawn from the same population, whenever the resulting
intercept (i.e., average predicted RT for the rarest class of word) is higher,
the facilitative effect of written frequency would tend to be larger, and vice
versa.
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Figure 2: Confidence ellipse for parameters of regression of word naming
latency against written frequency

2 Comparing models in multiple linear re-

gression

Recall that the Neyman-Pearson paradigm involves specifying a null hypoth-
esis H0 and determining whether to reject it in favor of a more general and
complex hypothesis HA. In many cases, we are interested in comparing
whether a more complex linear regression is justified by the data over a sim-
pler regression. Under these circumstances, we can take the simpler model
M0 as the null hypothesis, and the more complex model MA as the alternative
hypothesis.

In these cases, a beautiful property of classical linear models is taken
advantage of to compare M0 and MA. Recall that the variance of a sample
is simply the sum of the square deviations from the mean:2

Var(~y) =
∑

j

(yj − ȳ)2 (1)

where ȳ is the mean of the sample ~y. For any model M that predicts values
ŷj for the data, the residual variance of M is quantified in exactly the

2We’re using ~y instead of ~x here to emphasize that it is the values of the response, and
not of the predictors, that are relevant.
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same way:

VarM(~y) =
∑

j

(yj − ŷj)
2 (2)

The beautiful thing about linear models is that the sample variance can be
split apart, or partitioned, into (a) the component that is explained by M ,
and (b) the component that remains unexplained by M . This can be written
as follows:

Var(~y) =

VarM (~y)
︷ ︸︸ ︷
∑

j

(yj − ŷj)
2 +

unexplained
︷ ︸︸ ︷
∑

j

(ŷj − ȳ)2 (3)

Furthermore, if two models are nested (i.e., one is a special case of the other),
then the variance can be futher subdivided among those two models. Figure
3 shows the partitioning of variance for two nested models.

2.1 Comparing linear models: the F test statistic

If M0 has k0 parameters and MA has kA parameters, then the F statistic,
defined below, is widely used for testing the models against one another:3

F =

∑

j(ŷ
A
j − ŷ0

j )
2/(kA − k0)

∑

j(yj − ŷA
j )2/(n − k2 − 1)

(4)

where ŷA
j and ŷ0

j are the predicted values for the j-th data point in models
MA and M0 respectively.

The F statistic can also be written as follows:

F =

∑

j(yj − ŷ0
j )

2 −
∑

j(yj − ŷA
j )2/(kA − k0)

∑

j(yj − ȳ)2 −
∑

j(yj − ŷA
j )2/(n − k2 − 1)

(5)

3The F statistic and the F distribution, which is a ratio of two χ2 random variables, is
named after Ronald A. Fisher, one of the founders of classical statistics, who worked out
the importance of the statistic in the context of formulating the analysis of variance.
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Figure 3: The partitioning of residual variance in linear models. Symbols in
the box denote the variance explained by each model; the sums outside the
box quantify the variance in each combination of sub-boxes.

Take a look at the labels on the boxes in Figure 3 and convince yourself that
the sums in the numerator and the denominator of the F statistic correspond
respectively to the boxes MA − M0 and Unexplained. Because of this, using
the F statistic for hypothesis testing is often referred to as evaluation of the
ratio of the sums of squares.

Because of its importance for linear models, the distribution of the F
statistic has been worked out in detail and is accessible in R through the
{d,p,q,r}f() functions. {d,p,q,r}f()

2.2 Model comparison: case study

In the previous lecture we looked at the effect of written frequency and
neighborhood density on word naming latency. We can use the F statistic
to compare models with and without the neighborhood-density predictor
Ncount. The anova() function is a general-purpose tool for comparison of anova()

nested models in R.

> attach(english)

> rt.mean.lm <- lm(exp(RTnaming) ~ 1)
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> rt.both.lm <- lm(exp(RTnaming) ~ WrittenFrequency + Ncount)

> rt.freq.lm <- lm(exp(RTnaming) ~ WrittenFrequency)

> anova(rt.both.lm,rt.freq.lm)

Analysis of Variance Table

Model 1: exp(RTnaming) ~ WrittenFrequency + Ncount

Model 2: exp(RTnaming) ~ WrittenFrequency

Res.Df RSS Df Sum of Sq F Pr(>F)

1 4565 45599393

2 4566 45941935 -1 -342542 34.292 5.075e-09 ***

---

Signif. codes: 0 *** 0.001 ** 0.01 * 0.05 . 0.1 1

> detach()

As you can see, model comparison by the F statistic rejects the simpler
hypothesis that only written frequency has a predictive effect on naming
latency.

3 Analysis of Variance

Recall that we just covered linear models, which are conditional probability
distributions of the form

P (Y |X) = α + β1X1 + β2X2 + · · · + βnXn + ǫ (6)

where ǫ ∼ N (0, σ2). We saw how this paradigm can be put to use for
modeling the predictive relationship of continuous variables, such as word
frequency, familiarity, and neighborhood density, on reaction times in word
recognition experiments.

In many cases, however, the predictors of interest are not continuous. For
example, for the english dataset in languageR we might be interested in
how naming times are influenced by the type of the initial phoneme of the
word. This information is coded by the Frication variable of the dataset,
and has the following categories:

burst the word starts with a burst consonant
frication the word starts with a fricative consonant
long the word starts with a long vowel
short the word starts with a short vowel
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It is not obvious how these categories might be meaningfully arranged on the
real number line. Rather, we would simply like to investigate the possibility
that the mean naming time differs as a function of initial phoneme type.

The most widespread technique used to investigate this type of question
is the analysis of variance (often abbreviated ANOVA). Although many
books go into painstaking detail covering different instances of ANOVA, you
can gain a firm foundational understanding of the core part of the method
by thinking of it as a special case of multiple linear regression.
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