
Lecture 2: Counting methods, binomial,

geometric and Poisson distributions, CDFs

and quantile functions, comparing probability

distributions

3 October 2007

In this lecture we’ll learn the following:

1. Why, mathematically, is a fair coin more likely to come up heads
roughly half the time than almost never?

2. the binomial, geometric, and Poisson distributions

3. probability density functions, cumulative distribution functions, and
quantiles

1 Counting methods

We encountered counting methods briefly in lecture 1. When we flipped a fair
coin eight times, we needed to calculate the probability of obtaining exactly
one heads if the coin is fair. We talked about this in the context of a random
variable X mapping from the set of possible results of 8 coin flips (we’ll call
this {h/t}8) to the integers {0, 1, · · · , 8}. Therefore we wanted the quantity
P (X = 1). The simple solution to calculating this quantity was that there
are eight different points in the sample space that X maps to 1, and each
point had probability 1

28 . The answer was thus 8
28 .

This is a simple example of a counting method for calculating the proba-
bility of an event, and it is useful for countable and particularly finite sample

1



spaces. That is, to calculate the probability of an event A, just sum the
probabilities of each atomic subevent in A:1

P (A) =
∑

a∈A

P ({a})

Conrrespondingly, we have

P (X = 1) =
∑

a:X({a})=1

P ({a})

Counting methods are particularly useful in two similar cases:

1. When all the points in the sample space that map to a given value of
a random variable have the same probability p∗. In these cases, all you
need to do to calculate P (X = x) is calculate the number of points
that X maps to X:2

P (X = x) = p∗|{a : X({a}) = 1}|

2. When the sample space is finite and all points in it have equal proba-
bility. Then you just need to calculate the size of the sample space and
the number of points that the random variable maps to the relevant
value:

P (X = x) =
|{a : X({a}) = 1}|

|Ω|

Note that case (2) is a special case of (1).

1.1 Sampling with replacement

Sometimes we need to calculate the probability of obtaining a certain collec-
tion of items when drawing N items from a larger pool. These probabilities
come up often in simple models of texts called “bag of words” models. We

1Note that we are being a bit sloppy here and equating the “probability of a point a

in Ω” with the probability of the event {a}. But I think that’s excusible.
2Read |{a : X({a}) = 1}| as “the cardinality of (number of elements contained in) the

set of all points that X maps to 1”.
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can model the generative process of collections like this as drawing K items,
one after another, from a “bag” (more classicly, an urn) that contains many
different items in it. A crucial choice point is whether drawing item wi at
pick j affects the probability of drawing wi again at pick j + 1. In the sim-
plest models, there is no such interdependence; this is called sampling with

replacement, as if you when you drew wi, you marked its identity and then
put it back in the bag.

Calculating the probability of getting R heads in N coin tosses is this
kind of situation. This falls in the counting method of type (1) above. This
is also known as the question of how many combinations of R objects can
be selected from a collection of N objects? (In this case, the N objects are
coin flips 1 through 8.) It turns out that this quantity, which is denoted

(

N

R

)

,
is equal to:3

(

N

R

)

=
N !

R!(N − R)!

For a given N , this quantity is larger the closer R is to N
2

(check it yourself!),
which is the reason why a fair coin is more likely to come up heads roughly
half the time than almost never.

In language, we will often be interested in how many ways N items can
be arranged into K classes of sizes R1, · · · , RK (that is, so N =

∑K

k=1 Rk).
This quantity is sometimes denoted

(

N

R1,···,RK

)

and is equal to

(

N

R1, · · · , RK

)

=
N !

R1! · · ·RK !

For example, if we have a sequence of 9 items and we want know how
many ways it could be the case that 4 are nouns, 2 are determiners, 2 are
verbs, and one is the word and, we would have

9!

4!2!2!1!
=

9 × 8 × 7 × 6 × 5 × �4 × �3 × �2 × �1

(�4 × �3 × �2 × �1)(2 × 1)(2 × 1)(1)

3N ! is the number of ways in which a collection of N items can be arranged in a
line—that is, the number of permutations of N objects—and is equal to

N × (N − 1) × · · · × 2 × 1
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=
9 × �82 × 7 × 6 × 5

(�2 × 1)(�2 × 1)
= 9 × 2 × 7 × 6 × 5

= 3780

Now think about how many ways it’s possible to order these words within
the constraints of English syntax!

2 The binomial distribution

The foregoing section has set the stage for our first probability distribution,
the binomial distribution. In statistics, the term probability distribu-

tion is generally used to describe a family of probability spaces (see lecture
1!) that can be succinctly described with a few parameters. One of the prob-
lems at the heart of statistics is how to infer what parameters for a given
probability distribution are best justified by a given set of data.

You can think of the binomial distribution as the repeated flipping of
a coin that is not necessarily fair. It is characterized by two parameters,
n and p. The n parameter is how many coin flips. The p parameter is
the probability that any given coin flip comes up heads. However, instead
of “heads” and “tails” the conventional terminology used is success (with
probability p) and failure (with probability 1−p). The random variable X
for the binomial distribution with parameters n, p is the number of successes.

For a binomial distribution with parameters n, p we can use the counting
method of type (1) above to calculate the probability P (X = r) for r ∈
{0, · · · , n}. First, there are

(

n

r

)

ways of getting r successes. Now, what is
the probability of each such point in the sample space? Each success has
probability p, each failure has probability 1− p. Therefore each point in the
sample space mapped by X to r has probability pr(1 − p)n−r. This gives us
the fundamental function, called the probability density function, for Baayen

page 51a binomially-distributed random variable X with parameters n, p:4

(1)

P (X = r; n, p) =

(

n

r

)

pr(1 − p)n−r

4Read P (X = r; n, p) as “probability of X being r for the parameter values n and p”.
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Sometimes we will use abbreviated forms for P (X = r; n, p) and simply say
P (X = r), P (r; n, p), or even P (r).

3 Probability density, cumulative distribution,

and quantile functions

This is a good time to go over some more fundamental ideas in probability.
The probability density function given for the binomial distribution in (1)
above assigns a density to the real numbers. We can use the dbinom()

function in R to plot an example of this density function for the previous
example of 8 coin flips:

> n <- 8

> p <- 0.5

> # set up new plot but don’t put any points down

> plot(c(),c(),xlim=c(0,n),ylim=c(0,0.2),xlab="r",ylab="binomial pdf")

> for(r in 0:n) {

> xs <- c(r,r)

> ys <- c(0,dbinom(r,n,p))

> lines(xs,ys) # draws a vertical line from (r,0)

> # as high as the density at r

> }

The result, for both p = 0.5 and p = 0.8, is shown in Figure 1.
More often than not, however, a fundamental quantity of interest is not

how likely a particular outcome is, but how likely an outcome is to fall in
a region of the real number line. For example, let’s revisit the question of
how to tell whether a coin is fair. We’ll simplify the picture by assuming
that the coin is either fair or weighted toward tails, but is definitely not
weighted toward heads. Now we flip it n times and get r successes (i.e.,
heads), and want to know how surprised we’d be if the coin is fair. Suppose
we flip it 20 times and get 7 heads. We can find out the probability density
of this result: dbinom(7,20,0.5)=0.0739. This seems like a pretty unlikely
event. On the other hand, the probability density of getting 10 heads isn’t
that high either: dbinom(10,20,0.5)=0.176. The key here is that we’re not
really that interested in getting exactly 7 heads. A quantity of considerably
more interest would be the probability of getting at most 7 heads, that is:
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Figure 1: The probability density function for the binomial distribution with
n = 8 and p = 0.5 (left) or p = 0.8 (right)

P (r ≤ 7). This is called the cumulative distribution function and Baayen
pp. 53,
55

can be calculated for the binomial distribution using the pbinom() function:

> pbinom(7,20,0.5)

[1] 0.1315880

> pbinom(10,20,0.5)

[1] 0.5880985

Here we can see a big difference between the two outcomes.
We can plot the cumulative density function for n = 20, p.0 = 5, which

appears in the right side of Figure 2, using the following code:

n <- 20

p <- 0.5

# set up new plot but don’t put any points down

plot(c(),c(),xlim=c(0,n),ylim=c(0,1),xlab="r",ylab="binomial cdf")

for(r in 0:n) {

xs <- c(r,r)

ys <- c(0,pbinom(r,n,p))

lines(xs,ys) # draws a vertical line from (r,0)

# as high as the density at r

}

abline(0.05,0,lty=2)
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Figure 2: Probability density function (pdf) and cumulative distribution
function (cdf) for n = 20, p = 0.5

The dashed line indicates the threshold for which the region [0, r] contains
more than 5% of the probability mass. We can see that we’d need 5 or less
successes to be in this result. We’ll foreshadow the hypothesis testing part
of the course by saying that we’d need 5 or fewer successes on 20 coin flips
to achieve a p-value of 0.05 on a one-tailed test of the hypothesis that
the coin is fair. We could also calculate how many successes we’d need by
using the inverse of the CDF: the quantile function, which we can access Baayen

p. 55by qbinom():

> qbinom(0.05,20,0.5)

[1] 6

The output is 6 because the region [0, 6] contains at least a probability mass
of 0.05.

3.1 Quantile-quantile plots

One of the key parts of practicing statistics is determining whether a par-
ticular probability distribution (family of probability functions) represents
a given dataset reasonably well. One useful tool in this enterprise is the
quantile-quantile plot, or Q-Q plot. A Q-Q plot is constructed by tak-
ing values ranging between 0 and 1 and mapping them to 〈x, y〉 points where
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x is the theoretical real-valued outcome of the random variable mapped to by
the relevant quantile function (e.g., qbinom()), and y is the corresponding
empirical quantile (accessible via R’s quantile() function). We’ll first do
a simple example and then unpack Baayen’s example. Let’s choose a bino-
mial distribution with parameters 50, 0.3. We artificially generate 1000 data
points using rbinom() as follows:

n <- 50

p <- 0.3

dat <- rbinom(1000,n,p)

The x-axis of a Q-Q plot is the theoretical quantiles of the distribution,
and the y-axis is the quantiles of the empirical data. We generate 〈x, y〉
points as described above:

quants <- seq(0.01,0.99,by=0.01)

x <- qbinom(quants,n,p)

y <- quantile(dat, probs=quants)

plot(x,y,xlab="theoretical",ylab="sampled",xlim=c(0,30),ylim=c(0,30))

abline(0,1)

The result is shown on the left-hand side of Figure 3. This is a good-looking
Q-Q plot.

Now let’s take a look at the one from Baayen. It’s easier to interpret Q-Q Baayen,
p. 56plots if you scale the x and y axes identially, and draw the ideal-distribution

line explicitly:

n <- 1000

p <- mean(havelaar$Frequency / n)

plot(qbinom(quants,n,p), quantile(havelaar$Frequency,quants),xlim=c(3,35),ylim=c(3

abline(0,1)

The results are on the right-hand side of Figure 3. Much poorer fit.

Why would the counts of the definite article in different stretches
of a novel not be binomially distributed?
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Figure 3: Theoretical and empirical case-study Q-Q plot

4 The geometric distribution

Let’s return to coin flipping, but use a different process to generate a se-
quence of coin flips. Suppose I start flipping a coin, and every time it comes
up tails I keep on flipping, but the first time it comes up heads I stop. The
random variable in this case is the length of the sequence of coin flips. The
geometric distribution characterizes the probability density on this ran-
dom variable, with the single parameter p, the probability of a success in a
single coin flip:

P (k; p) = (1 − p)k−1p, k ∈ 1, · · ·

The geometric distribution is of interest in the study of language for things
like the length of words or texts. For example, Figure 4 shows the distribution
of article lengths (measured by number of sentences) in a collection of Wall
Street Journal articles from 1987 through 1989. The points superimposed
on the graph are the predicted frequencies for a geometric distribution with
p set to the value that maximizes the joint probability of all the observed
article lengths. This way of choosing the parameter value p̂ is known as the
maximum likelihood estimate (MLE), and for this collection of articles Maximum

Likeli-
hood
Esti-
mate

the MLE is p̂ = 0.04785. We’ll revisit the MLE later in the course.
Figure 4 is a somewhat reasonable fit, though there are more fairly short

articles and fewer medium-length articles than the geometric distribution
would predict.
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Figure 4: Distribution of article lengths—empirical and MLE geometric
estimate—in Wall Street Journal, 1987–1989

There is a generalization of the geometric distribution called the nega-

tive binomial distribution parameterized by p plus a second parameter
r, in which you stop after r successes.

5 The Poisson distribution

The Poisson distribution is the last important discrete distribution we’ll
look at. It is a bit more work to motivate the Poisson distribution from first
principles: the distribution is an approximation of the binomial distribution
for large n and small p, using a single parameter λ, which can be interpreted
as the mean number of successes or np. The single parameter is λ and the
resulting Poisson distribution is:

P (X = k; λ) =
λk

k!
e−λ, k ∈ {0, 1, · · ·}

This formula looks more intimidating, so let’s try to unpack it a bit. First,
note that the e−λ term is constant for different values of k. You can think
of this term as a normalizing constant C that ensures the result is a valid
probability distribution (i.e., sums to 1).

Second, if we substitute in λ = np we get

P (X = k; λ) =
nkpk

k!
e−λ

Because n is large and p is small, we can make the approximations 1− p ≈ 1
and (n − k)! ≈ nk. This gives us

P (X = k; λ) ≈
(n − k)!

k!
pk(1 − p)n−kC

which indeed is the binomial distribution for n, p.
We can compare two different situations where the Poisson approximates

the binomial:
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# n = 50, p=0.3

n <- 20

p <- 0.4

x <- 1:50

plot(x,dbinom(x,n,p),type="b",pch=19)

points(x,dpois(x,n*p),pch=21)

lines(x,dpois(x,n*p),lty=2)

# then try with n=500,p=0.02
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