
Lecture 3: Continuous distributions, expected

value & mean, variance, the normal

distribution

8 October 2007

In this lecture we’ll learn the following:

1. how continuous probability distributions differ from discrete

2. the concepts of expected value and variance

3. the normal distribution

1 Continuous probability distributions

Continuous probability distributions (CPDs) are those over random variables
whose values can fall anywhere in one or more continua on the real number
line. For example, the amount of time that an infant has lived before it
hears a parasitic gap in its native-language environment would be naturally
modeled as a continuous probability distribution.

With discrete probability distributions, the probability density function
(pdf, often called the probability mass function for discrete random
variables) assigned a non-zero probability to points in the sample space. That
is, for such a probability space you could “put your finger” on a point in the
sample space and there would be non-zero probability that the outcome of
the r.v. would actually fall on that point. For cpd’s, this doesn’t make any
sense. Instead, the pdf is a true density in this case, in the same way as a
point on a physical object in pre-atomic physics doesn’t have any mass, only
density—only volumes of space have mass.
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As a result, the cumulative distribution function (cdf; P (X ≤ x) is of
primary interest for cpd’s, and its relationship with the probability density
function p(x) is defined through an integral: Note

that the
notation
f(x) is
often
used
instead
of p(x).

P (X ≤ x) =

∫ x

−∞

p(x)

We then become interested in the probability that the outcome of an r.v. will
fall into a region [x, y] of the real number line, and this is defined as:

P (x ≤ X ≤ y) =

∫ y

x

p(x)

= P (X ≤ y) − P (X ≤ x)

2 The uniform distribution

The simplest cpd is the uniform distribution, defined over a bounded
region [a, b] within which the density function f(x) is a constant value 1

b−a
.

3 Expected values and variance

We now turn to two fundamental quantities of probability distributions: ex-

pected value and variance.

3.1 Expected value

The expected value of a random variable X, denoted E(X) or E[X], is also
known as the mean. For a discrete random variable X under probability
distribution P , it’s defined as

E(X) =
∑

i

xiP (xi)

For a continuous random variable X under cpd p, it’s defined as

E(X) =

∫ ∞

−∞

x p(x)dx
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What is the mean of a binomially-distributed r.v. with parameters
n, p? What about a uniformly-distributed r.v. on [a, b]?

Sometimes the expected value is denoted by the Greek letter µ, “mu”.

3.1.1 Linearity of the expectation

Linearity of the expectation can expressed in two parts. First, if you rescale

a random variable, its expectation rescales in the exact same way. Mathe-
matically, if Y = a + bX, then E(Y ) = a + bE(X).

Second, the expectation of the sum of random variables is the sum of the
expectations. That is, if Y =

∑
i Xi, then E(Y ) =

∑
i E(Xi).

We can put together these two pieces to express the expectation of a
linear combination of random variables. If Y = a +

∑
i biXi, then

E(Y ) = a +
∑

i

biE(Xi)

This is incredibly convenient. For example, it is intuitively obvious that the
mean of a binomially distributed r.v. Y with parameters n, p is pn. However,
it takes some work to show this explicitly by summing over the possible
outcomes of Y and their probabilities. On the other hand, Y can be re-
expressed as the sum of n Bernoulli random variables Xi. (A Bernoulli
random variable is a single coin toss with probability of success p.) The mean
of each Xi is trivially p, so we have:

E(Y ) =
n∑
i

E(Xi)
n∑
i

p = pn

3.2 Variance

The variance is a measure of how broadly distributed the r.v. tends to be.
It’s defined in terms of the expected value:

Var(X) = E[(X − E(X))2]

The variance is often denoted σ2 and its positive square root, σ, is known
as the standard deviation.

As an exercise, we can calculate the variance of a Bernoulli random vari-
able X with parameter p—we already saw that its expectation is p:
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Var(X) , E[(X − E(X))2] (1)

= E[(X − p)2] (2)

=
∑

x∈{0,1}

(x − p)2P (x) (3)

= (0 − p)2(1 − p) + (1 − p)2p (4)

= p2(1 − p) + p(1 − p)2 (5)

= p(1 − p) (6)

Interestingly, the variance is 0 when p is 0 or 1, and is maximized when
p = 1

2
. This foreshadows the use of generalized linear models, particularly

logistic regression, instead of straightforward linear regression/ANOVA for
statistical modeling of categorical data. We’ll cover this in week 6.

As an aside, note that expected values are first-order terms (the r.v. enters
into the sum/integral as itself) and that variances are second-order terms
(the r.v. enters in its square). There are also higher-order terms of interest,
notably skewness (the third-order term) and kurtosis (the fourth-order term).
Skewness is a measure of the left-right asymmetry of a distribution, and
kurtosis is a measure of the “peakedness” (independent of the variance). I
don’t think we’ll really deal with these higher-order terms in the class.

4 The normal distribution

The normal distribution is almost certainly the most common cpd you’ll
encounter. It is defined entirely in terms of its expected value µ and variance
σ2, and is characterized by an ugly-looking density function, denoted:

p(x) =
1

√
2πσ2

e−
(x−µ)2

2σ2

Normal distributions with different variances:

x <- seq(-10,10,by=0.01)

plot(x,dnorm(x,0,2),type="l")

lines(x,dnorm(x,0,5),lty=2)
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There’s something very important called the central limit theorem

which states that when a large quantity of independent r.v.’s is added to-
gether, its sum approaches a normal distribution. We’ll see this in lecture 4
by modeling a binomially distributed r.v. with a normal distribution.
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