
Lecture 5: Introduction to parameter

estimation

15 October 2007

In this lecture we’ll learn the following:

1. what parameter estimation is;

2. the basics of frequentist parameter estimation;

3. the method of maximum likelihood, and its strengths and weaknesses;

4. parameter estimation for the binomial and normal distributions;

5. the notions of bias in parameter estimation.

1 Parameter Estimation

Suppose I am a child learning my native language, English, and have just
gotten to the point where I understand enough of the phonetics, phonology,
morphology, syntax, and semantics to start making generalizations about
when to use which variant of the ditransitive construction:

Susan gave the ball to Fred [prepositional object; PO]
Susan gave Fred the ball [double object; DO]

So far, I can reliably reconstruct seven instances of the DO and three in-
stances of the PO in my linguistic experience. How can I make rational
decisions about the following issues?
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• How likely is the next ditransitive construction I hear to be a DO?

• If I need to construct a ditransitive clause of my own, should I make it
a PO or a DO?

Although this is a relatively simple example, it already conjures several of
the most fundamental problems of language acquisition:

1. In what formal framework can we adequately characterize linguistic
input, and the resulting generalizations about the native language that
are learned from the input?

2. What are the features of the linguistic input to which the learner at-
tends?

3. What is the nature of the inductive bias?

Answering both sets of questions within the language of statistics requires
two steps:

1. Choosing a family, or set of families, of probabilistic models to represent
the probability of a PO versus DO ditransitive (given some intended
meaning);

2. Coming to some conclusions about the model parameters on the basis
of the data that have been observed.

The first of these two questions is the problem of model selection and
we will postpone addressing it until a later date in the class, after we have
introduced a wider variety of statistical model families applicable to this and
other types of data. In principle, we would want these probabilities to be
sensitive to a wide variety of factors potentially including (but not limited
to) the type of meaning to be conveyed, the linguistic and extra-linguistic
environment, and attributes of the individual speaker. We do not yet have
the tools to include such a variety of factors in a sophisticated way, however,
so for the moment we might simply choose to use the binomial distribution
to model P (DO) (and correspondingly P (PO)).

This choice does not, however, answer the second of these problems: given
a choice of model family (families), what parameter setting(s) make sense
given the data that are observed? This is the problem of parameter esti-

mation and we will occupy ourselves with it for the rest of this lecture.

Linguistics 251 lecture 5 notes, page 2 Roger Levy, Fall 2007



2 Maximum Likelihood

Given a particular statistical model family with parameters θ and a dataset
~x, the quantity P (~x|θ) can be viewed in two ways. One way is to viewed it as
a function of ~x, with θ fixed. Under this view it is the joint probability

of the dataset ~x. The other view is as a function of θ, with ~x fixed. Under
this view it is called the likelihood of the parameter settings θ.

The likelihood is a function of a set of parameters for a family of
statistical models, given the dataset:

Lik(θ; ~x) = P (~x|θ)

We now reach the leading (frequentist) principle of parameter estimation,
the method of maximum likelihood. This method states that you should
choose the parameter estimate θ̂ such that the likelihood with respect to your
dataset ~x is maximized. This choice of parameters is called the maximum

likelihood estimate or MLE, and is often denoted θ̂MLE . Mathematically
speaking this is written:

θ̂MLE = arg max
θ

Lik(θ; ~x)

Maximum-likelihood estimation is a highly general method and the MLE has
many desirable properties, most notably that as you accumulate more and
more data, the MLE will converge to to the true parameters of the underlying
model (except under special circumstances not ordinarily encountered in our
field).

Note that many cases, the likelihood can be infinitesimal and it is much
easier to deal with the log-likelihood:

l(θ; ~x) = log Lik(θ; ~x)

When likelihood is maximized, log-likelihood is maximized, and vice versa.

2.1 An example

We’ll take our initial example of PO vs. DO constructions. Call DO the
“success” and PO the “failure”. We’ve chosen to model this dataset as a
binomial distribution with n = 10. Then the likelihood of our dataset with
respect to p can be calculated as
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Figure 1: Likelihood of binomial parameter p for PO/DO dataset

Lik(p; ~x) =

(

10

7

)

p7(1 − p)3

This can be plotted as follows: (see Figure 1)

p <- seq(0,1,by=0.01)

lik <- dbinom(7,10,p)

plot(p,lik)

lines(c(0.7,0.7),c(0,0.3)) # draw a vertical line at p=0.7

Remarkably (or not), in this case the maximum-likelihood estimate of p is
0.7, or the relative frequency of the successful PO outcome. For estimating
multinomial (including binomial) distributions, maximum-likelihood estima-
tion turns out to be equivalent to setting the probabilities p̂i equal to the
relative frequencies of each outcome. This is also known as the relative fre-

quency estimate or RFE.

3 Statistical bias

Let’s stick with the method of maximum likelihood, and return to the ex-
ample of estimating the weighting of a coin. We’ll flip the coin n times. The
true weighting of the coin is expressed by some hidden parameter value p,
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which we’re in the business of trying to guess. If we have k successes in n

coin flips, the maximum likelihood estimate is simply p̂ = k

n
.

We can turn the tables and try to deconstruct the MLE by asking, for a
given value of p, what is the expected value of p̂? We write this down as

E(p̂) =
n

∑

k=0

k

n
p(k)

=
1

n

n
∑

k=0

kp(k)

=
1

n
E(k) [Expectation of a binomial r.v.]

=
1

n
pn

= p

We were able to take step 3 because
∑

n

k=0
kp(k) is simply the definition of the

expected value of the binomial distribution, which we already determined to
be pn. This is a very nice property: for a binomial distribution with known
n, the MLE for p̂ will on average give you back exactly p.

3.1 MLEs aren’t perfect

Now we’ll turn to a different problem. Suppose I am a sociolinguist studying
bilingualism and language contact in the context of migration, and I become
interested in knowing how long a particular speaker S who was peripherally
involved in my study stayed in a community in a certain year. (S happened
to be recorded in some of my studies, and his/her speech turned out to be
particularly interesting.) However, the only data I have pertaining to S’s
presence is that every time S came to a certain café, the café manager (who
worked as my informant) told me. Unfortunately, I can no longer get in touch
with S. How can I estimate how long he/she stayed in this community?

We can use a simple statistical model to formulate this question. Let us
assume that the time of each of S’s visits to the café is uniformly distributed,
and that each visit is independent. Let us further suppose that S actually
arrived in the community at the beginning of day 1 of my study and left on
the end of day 24, and visited the café four times, on days 4, 13, 15, and 20.
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Figure 2: The MLE for a uniform distribution is biased.

Now consider the likelihood of these points under two distributions: (i) the
true underlying distribution, and (ii) the uniform distribution with endpoints
at 〈4, 20〉. These are plotted as below, and shown in Figure 2:

plot(c(4,13,15,20),c(0,0,0,0),pch="X",xlim=c(0,25),ylim=c(0,0.1))

lines(c(-1,0.5,0.5,24.5,24.5,50),c(0,0,1/24,1/24,0,0),lty=1) # true

lines(c(-1,3.5,3.5,20.5,20.5,50),c(0,0,1/17,1/17,0,0),lty=2) # MLE

legend(15,0.1,c("True","MLE"),lty=c(1,2))

Note that each point has probability density 1/24 under the true distribu-
tion, but 1/17 under the second distribution. This latter distribution is in
fact the MLE distribution—tightening the bounds any further will cause
one of the points to have probability 0. Note how the MLE underestimates
the true interval size. This is a general property of the MLE for uniform
distributions—see Homework 3, problem 2.

This tendency of the MLE to underestimate the true interval size for a
uniform distribution is an example of what is called “statistical bias”. The
statistical bias of an estimator is defined as the difference between the
expected value of the parameter being estimated and its true value. We also
say that an estimator is biased if its statistical bias is not equal to zero.

Finally, we’ll briefly turn to the MLE for the mean and variance of a
normal distribution given a sample of size n. It turns out that the MLEs are
as follows:
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Figure 3: Bias in the MLE for σ in the normal distribution

µ̂MLE =
1

n

∑

i

Xi i.e., the sample mean

σ̂2

MLE
=

1

n

∑

i

(Xi − µ̂)2 i.e., the sample variance divided by n

While it turns out that µ̂ is unbiased, σ̂2 is not. You can see this graphically
by imagining the MLE for a single observation, as in Figure 3. As σ̂2 shrinks,
the likelihood of the observation will continue to rise, so that the MLE will
push the estimated variance to be arbitrarily small.

plot(4,0,type="p",pch="x",xlim=c(0,8),ylim=c(0,1),cex=3)

x <- seq(0,8,by=0.01)

lines(x,dnorm(x,4,2))

lines(x,dnorm(x,4,1),lty=2)

lines(x,dnorm(x,4,1/2),lty=3)

legend(6,1,c("SD=2","SD=1","SD=1/2"),lty=c(1,2,3),cex=1)

It turns out that the this bias can be eliminated by adjusting the MLE
by the factor n

n−1
:
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σ̂2 =
n

n − 1
σ̂2

MLE

=
1

n − 1

∑

i

(Xi − µ̂)2

This is the most frequently used estimate of the underlying variance of a
normal distribution from a sample, and it is what R’s var() function uses. var()

A little simulation shows that it really isn’t biased:

> v <- 9

> x <- c()

> n <- 5

> for(i in 1:10000) {

> x <- c(x,var(rnorm(n,0,sqrt(v))))

> }

> y <- x * (n-1) / n

> hist(x)

> mean(x)

[1] 8.953537

> mean(y)

[1] 7.162829
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