
Lecture 6: Bayesian parameter estimation;
confidence intervals (Bayesian and

frequentistic)

17 October 2007

In this lecture we’ll learn the following:

1. what confidence intervals are;

2. how to calculate them;

3. how to interpret and use them.

1 Bayesian parameter estimation

Doing the full details of Bayesian parameter estimation can be rather in-
volved, but I want to give you a quick example just to give you the flavor of
it. Let’s go back to the coin-flipping example. Bayesian statistics is charac-
terized by placing a prior distribution on the parameters θ. We’ll denote
the probability of success as π for this lecture. To be Bayesian, we need
to place a prior distribution on π representing our beliefs in the absence of
empirical coin-flip data. For example, we might place the prior probability

P (π) ∝ π(1 − π)

(∝ reads as “proportional to”, which means “equal up to a multiplicative
constant”) which looks as follows (Figure 1):
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p <- seq(0,1,by=0.01)

plot(p,p*(1-p),type="l")

Note that the mean, median, and mode of this curve are all at π = 0.5. This
can be interpreted to mean that my average belief, my “halfway belief”, and
my “strongest belief” are all that the coin is fair.

When we are confronted with data, we use Bayes’ rule to update our
beliefs about π:

P (π|~x) =
P (~x|π)P (π)

P (~x)

Note that Bayes’ rule is nothing new, it just follows from the definition of
conditional probability! When we use Bayes’ rule for statistical inference, we
often just simplify the above expression to say

P (π|~x) ∝ P (~x|π)P (π)

Now let’s deconstruct this rule a bit more. We write it again, in annotated
form:

P (π|~x) =

Likelihood in the model π
︷ ︸︸ ︷

P (~x|π)

Prior belief
︷ ︸︸ ︷

P (π)

P (~x)
︸ ︷︷ ︸

Average data likelihood across possible models

Once again, pay more atention to the numerator. The first term is the
likelihood, which we learned about in the previous lecture. The second is
our prior. When we combine these we get our posterior beliefs about
P (π|~x), which are determined simply by multiplying the likelihood and the
prior.

Suppose we saw seven successes and three failures. The likelihood is then

P (~x|π) =

(
10

7

)

π7(1 − π)3

∝ π7(1 − π)3

Multiplying this by our prior beliefs we get

Linguistics 251 lecture 6 notes, page 2 Roger Levy, Fall 2007



P (π|~x) ∝
Likelihood
︷ ︸︸ ︷

π7(1 − π)3

Prior
︷ ︸︸ ︷

π(1 − π)

= π8(1 − p)4

and this is graphed as follows:

plot(p,p^8*(1-p)^4,type="l")

Note that this is not maximized at the MLE of π̂ = 0.7: rank()

rank(p^8*(1-p)^4)

[1] 1.5 3.0 4.0 5.0 6.0 7.0 8.0 9.0 10.0 11.0 12.0 14.0 15.0

[17] 20.0 21.0 22.0 24.0 25.0 26.0 28.0 29.0 30.0 32.0 33.0 35.0 36.0

[33] 42.0 43.0 45.0 46.0 48.0 49.0 51.0 52.0 54.0 56.0 57.0 59.0 61.0

[49] 67.0 69.0 71.0 72.0 74.0 76.0 78.0 79.0 81.0 83.0 85.0 87.0 89.0

[65] 96.0 98.0 100.0 101.0 99.0 97.0 95.0 93.0 91.0 88.0 86.0 84.0 82.0

[81] 73.0 70.0 68.0 66.0 63.0 60.0 58.0 55.0 53.0 50.0 47.0 44.0 41.0

[97] 27.0 23.0 19.0 13.0 1.5

p[67]

[1] 0.66

abline(c(0.66,0.66),c(-1,1))

2 Confidence Intervals

In the previous lecture, we discussed how maximum-likelihood estimation
does not give us information about the certainty associated with our param-
eter estimate. For example, if we want to estimate the parameter π of a
binomial distribution from a sequence of coin tosses, the MLE is the same
regardless of whether we observed 7 heads out of 10 or 700 heads out of 1,000.

2.1 Bayesian confidence intervals

Bayesian confidence intervals are very simple. A Bayesian (1 − α)% confi-
dence interval is simply a continuous interval on θ such that the posterior
probability mass contained in that interval is 1 − α.
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tot <- sum(p^8*(1-p)^4)

tot <-

[1] 0.01554002

p.subinterval <- seq(0.4,0.95,by=0.01)

subtot <- sum(p.subinterval^8*(1-p.subinterval)^4)

subtot/tot

[1] 0.9704187

So the region [0.4,0.95] is a 97% Bayesian confidence interval for π, given the
prior and data as above.

2.2 Frequentist confidence intervals

To a frequentist, it does not make sense to say that “the true parameter θ lies
between these points x and y with probability p∗.” The parameter θ is a real
property of the population from which the sample was obtained and is either
in between x and y, or it is not. Remember, to a frequentist, the notion
of probability as reasonable belief is not admitted! Therefore the Bayesian
definition of a confidence interval—while intuitively appealing to many—is
incoherent.

Instead, the frequentist uses more indirect means of quantifying their cer-
tainty about the estimate of θ. The issue is phrased thus: imagine that I were
to repeat the same experiment—drawing a sample from my population—
many times, and each time I repeated the experiment I constructed an inter-
val I on the basis of my sample according to a fixed procedure Proc. Suppose
it were the case that p percent of the intervals I thus constructed actually
contained θ. Then for any given sample S, the interval I constructed by
Proc is a (1 − p)% confidence interval for θ.

If you think that is convoluted logic, well, you are right. Frequentist

confidence intervals are one of the most widely misunderstood con-

structs in statistics. The Bayesian view is more intuitive to most people.
Under some circumstances, there is a happy coincidence where Bayesian and
frequentist confidence intervals look the same and you are free to misinter-
pret the latter as the former. In general, however, they do not necessarily
look the same, and you need to be careful to interpret each correctly.

Here’s an example, where we will explain the standard error of the

mean. Suppose that we obtain a sample of n data points from a normal
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distribution. Some math shows that a confidence interval for the mean µ can
be constructed as follows:1

µ̂ =
1

n

∑

i

Xi [maximum-likelihood estimate of the mean]

S2 =
1

n − 1

∑

i

(Xi − µ̂)2 [empirical estimate of the standard deviation]

P
(
|µ̂ − µ| < S/

√
n tn−1(α/2)

)
= 1 − α [(1-α)% confidence interval for µ]

(1)

We can check this theoretical confidence interval with some simulation: ifelse()

mu <- 0

sigma <- 1

tot <- 0

success <- c(0,0,0,0)

n <- 10

alpha <- c(0.001,0.01,0.05,0.1)

for(i in 1:10000) {

x <- rnorm(n,mu,sigma)

len <- sd(x)/sqrt(n) * (-1 * qt(alpha/2,n-1)) # calculates half the

# length of the conf. interval

tot <- tot + 1

success <- success + ifelse(mean(x) < mu+len & mean(x) > mu-len, 1, 0)

}

success/tot

[1] 0.9990 0.9901 0.9524 0.9005

As you can see, this worked well!

For a given choice of α, is the procedure denoted in (1) the only
way to construct a confidence interval for µ?

1It isn’t crucial that you know this math; for those who are interested, I put it up

online as supplementary reading.
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Note that the quantity S/
√

n is called the the standard error of the

mean or simply the standard error. Note that this is different from the
standard deviation of the sample, but related! (How?) When the number of
observations n is large, the t distribution looks approximately normal, and
as a rule of thumb, the symmetric 95% tail region of the normal distribution
is about 2 standard errors away from the mean.

Another example: let’s look at the the pb dataset, a classic study of the
English vowel space (?). (Thank you, Grant L.!) The distribution of the F1
formant for the vowel ǫ is roughly normally distributed:

pb <- read.table("pb.txt",header=T)

eh <- subset(pb,Vowel=="eh")

length(eh[,1]) # 152 data points

[1] 152

hist(eh$F1,breaks=20)

mean(eh$F1)

[1] 590.704

The 95% confidence interval can be calculated by looking at the quantity
S/

√
n t151(0.025):

half.interval.length <- sd(eh$F1) / sqrt(length(eh$F1))

* (-1 * qt(0.025,length(eh$F1)))

half.interval.length

[1] 15.56314

c(mean(eh$F1) - half.interval.length, mean(eh$F1) + half.interval.length)

[1] 575.1408 606.2671

So our 95% confidence interval for the mean F1 is [575, 606].
Finally, one more example, using the normal approximation to the bino-

mial distribution. We’ll compare 7 out of 10 successes to 700 out of 1000.

n <- 10

p <- 0.7

x <- c(rep(1,n*p),rep(0,n*(1-p)))

len <- sd(x)/sqrt(n) * (-1 * qt(0.25,n-1))

c(mean(x) - len, mean(x) + len)

[1] 0.5926574 0.8073426

# try again with n <- 1000
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...

c(mean(x) - len, mean(x) + len)

[1] 0.6902173 0.7097827

Clearly we are much more certain about π with 1000 observations than we
are with 10.
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