
Lecture 7: The χ2 and t distributions,

frequentist confidence intervals, the

Neyman-Pearson paradigm, and introductory

frequentist hypothesis testing

17 October 2007

In this lecture we’ll learn the following:

1. about the χ2 and t distributions;

2. how to compute and interpret frequentist confidence intervals;

3. what the Neyman-Pearson paradigm is;

4. and how to do simple frequentist hypothesis tests.

1 The χ2 and t distributions

Before we learn properly about frequentist confidence intervals, it is neces-
sary to learn about two other very important distributions, the χ2 and t
distributions.

First, we need to introduce the idea of a standard normal random

variable. This is simply a normal random variable that has been rescaled
such that its mean is zero and its standard deviation is 1. We sometimes
write a normal distribution with mean µ and variance σ2 as N (µ, σ2), so to
say that a random variable X follows the standard normal distribution is
sometimes written as

X ∼ N (0, 1)
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(Read ∼ as “is distributed”, so the whole thing above reads “X is normally
distributed with mean 0 and variance 1”.)

1.1 The χ2 distribution

Now that we have the idea of a standard normal random variable, we can in-
troduce the χ2 distribution. If X1, · · · , Xn are independent standard normal
random variables, then the quantity X2

1
+ · · ·+ X2

n is called the chi-squared
distribution with n degrees of freedom and is written χ2

n. The value n
is the single parameter of the χ2 family of distributions.

x <- seq(0,10,by=0.01)

plot(x,dchisq(x,1),type="l",ylim=c(0,0.8))

lines(x,dchisq(x,2),lty=2)

lines(x,dchisq(x,3),lty=3)

lines(x,dchisq(x,5),lty=4)

lines(x,dchisq(x,10),lty=5)

legend(3,0.75,c("1 d.f.","2 d.f.","3 d.f.","5 d.f.","10 d.f."),lty=1:5)

# *** add color!

The key place where χ2 variables arise is as the distribution of variance
of a normal distribution. If we sample n points from N (µ, σ2) (once again:
that’s a normal distribution with mean µ and variance σ2), then the quantity

1

σ2

n
∑

i=1

(xi − µ̂)2

is distributed as χ2

n−1
. We can verify that with the code below (see Figure

n <- 10

mu <- 0

sigma <- 2

y <- NULL

for(j in 1:10000) {

y <- c(y, (1 / sigma^2) * var(rnorm(n,mu,sigma)) * (n-1) )

# *(n-1) because var() computes S^2 statistic

}

hist(y,breaks=20,prob=T)

x <- 0:200

lines(x,dchisq(x,n-1))
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Figure 1: The sample variance for a normally-distributed random variable
follows the χ2 distribution.

1.2 The t distribution

The t distribution is defined as the ratio of a standard-normal distributed
random variable to a chi-squared random variable. In particular, let Z ∼
N (0, 1) and U ∼ χ2

n, with U independent of Z. The t distribution with n
degrees of freedom is defined by the distribution of Z√

U/n
, and is denoted by

tn.
Figure 2 illustrates the t density for varying degrees of freedom, and also

the standard normal distribution. Note that as the degrees of freedom n
increases, the t distribution converges to the standard normal distribution!
Keep this in mind as we move shortly to confidence intervals and hypothesis
testing.

x <- seq(-5,5,by=0.01)

old.par <- par(lwd=2)

plot(x,dt(x,1),type="l",ylim=c(0,0.4),lty=2,col=2,ylab="t density")

lines(x,dt(x,2),lty=3,col=3)

lines(x,dt(x,10),lty=4,col=4)

lines(x,dt(x,20),lty=5,col=5)

lines(x,dt(x,50),lty=6,col=6)

lines(x,dnorm(x),lty=1,col=1)

legend(2,0.4,c("1 d.f.","2 d.f.","3 d.f.","5 d.f.","10 d.f.","normal"),
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Figure 2: The probability density of the t distribution

lty=c(2:6,1),col=c(2:6,1),cex=1.2)

par(old.par)

2 Frequentist confidence intervals

To a frequentist, it does not make sense to say that “the true parameter θ lies
between these points x and y with probability p∗.” The parameter θ is a real
property of the population from which the sample was obtained and is either
in between x and y, or it is not. Remember, to a frequentist, the notion
of probability as reasonable belief is not admitted! Therefore the Bayesian
definition of a confidence interval—while intuitively appealing to many—is
incoherent.

Instead, the frequentist uses more indirect means of quantifying their cer-
tainty about the estimate of θ. The issue is phrased thus: imagine that I were
to repeat the same experiment—drawing a sample from my population—
many times, and each time I repeated the experiment I constructed an inter-
val I on the basis of my sample according to a fixed procedure Proc. Suppose
it were the case that p percent of the intervals I thus constructed actually
contained θ. Then for any given sample S, the interval I constructed by
Proc is a (1 − p)% confidence interval for θ.

If you think that is convoluted logic, well, you are right. Frequentist
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confidence intervals are one of the most widely misunderstood con-

structs in statistics. The Bayesian view is more intuitive to most people.
Under some circumstances, there is a happy coincidence where Bayesian and
frequentist confidence intervals look the same and you are free to misinter-
pret the latter as the former. In general, however, they do not necessarily
look the same, and you need to be careful to interpret each correctly.

Here’s an example, where we will explain the standard error of the

mean. Suppose that we obtain a sample of n data points from a normal
distribution. Some math shows that the following quantity follows the tn−1

distribution:1

µ̂ − µ
√

S2/n
∼ tn−1 (1)

where

µ̂ =
1

n

∑

i

Xi [maximum-likelihood estimate of the mean]

S2 =
1

n − 1

∑

i

(Xi − µ̂)2 [unbiased estimate of the standard deviation]

This means that a confidence interval for the mean µ can be constructed as
follows:

P

(

|µ̂ − µ| <
S√
n

tn−1(α/2)

)

= 1 − α [(1-α)% confidence interval for µ]

(2)

We can visualize as follows:

n <- 5

x <- seq(-4,4,by=0.01)

plot(x,dt(x,n),type="l",xlab="[mean(x) - mu] / [S / n^0.5]")

low.cutoff <- qt(0.025,n)

1It isn’t crucial that you know this math; for those who are interested, I put it up
online as supplementary reading.
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Figure 3: Visualizing confidence intervals with the t distribution

x.low <- subset(x,x < low.cutoff)

polygon(c(-4,x.low,low.cutoff),c(0,dt(x.low,n),0),col="lightgrey")

high.cutoff <- qt(0.975,n)

x.high <- subset(x,x > high.cutoff)

polygon(c(high.cutoff,x.high,4),c(0,dt(x.high,n),0),col="lightgrey")

The results are shown in Figure 3 for α = 0.05 (a 95% confidence interval).
Most of the time, the “standardized” difference between µ̂ and µ is small and
falls in the unshaded area. But 5% of the time, this standardized difference
will fall in the shaded area—that is, the confidence interval won’t contain µ.
We can check this theoretical confidence interval with some simulation: ifelse()

mu <- 0

sigma <- 1

tot <- 0

success <- c(0,0,0,0)

n <- 10

alpha <- c(0.001,0.01,0.05,0.1)

for(i in 1:10000) {

x <- rnorm(n,mu,sigma)

len <- sd(x)/sqrt(n) * (-1 * qt(alpha/2,n-1)) # calculates half the

# length of the conf. interval

tot <- tot + 1
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Figure 4: Distribution of F1 formant for ǫ

success <- success + ifelse(mu < mean(x)+len & mu > mean(x)-len, 1, 0)

# record a success in each case where mu falls inside the c.i.

}

success/tot

[1] 0.9990 0.9901 0.9524 0.9005

As you can see, this worked well!

For a given choice of α, is the procedure denoted in (2) the only
way to construct a confidence interval for µ?

Note that the quantity S/
√

n is called the the standard error of the

mean or simply the standard error. Note that this is different from the
standard deviation of the sample, but related! (How?) When the number of
observations n is large, the t distribution looks approximately normal, and
as a rule of thumb, the symmetric 95% tail region of the normal distribution
is about 2 standard errors away from the mean.

Another example: let’s look at the the pb dataset, a classic study of
the English vowel space (Peterson and Barney, 1952). (Thank you, Grant
L.!) The distribution of the F1 formant for the vowel ǫ is roughly normally
distributed (see Figure 4):

pb <- read.table("pb.txt",header=T)
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eh <- subset(pb,Vowel=="eh")

length(eh[,1]) # 152 data points

[1] 152

mean(eh$F1)

[1] 590.704

sd(eh$F1)

[1] 97.11793

hist(eh$F1,breaks=20,prob=T)

x <- seq(350,900,by=1)

lines(x,dnorm(x,590.7,97.1))

The 95% confidence interval can be calculated by looking at the quantity
S/

√
n t151(0.025):

half.interval.length <- sd(eh$F1) / sqrt(length(eh$F1))

* (-1 * qt(0.025,length(eh$F1)))

half.interval.length

[1] 15.56314

c(mean(eh$F1) - half.interval.length, mean(eh$F1) + half.interval.length)

[1] 575.1408 606.2671

lines(c(575.1408,606.2671),c(0.005,0.005),lwd=3,col=2)

# add in the standard error of the mean as a red line plus text

text(650,0.0055,"s.e. of mean",col=2)

So our 95% confidence interval for the mean F1 is [575, 606].
Finally, one more example, using the normal approximation to the bino-

mial distribution. We’ll compare 7 out of 10 successes to 700 out of 1000.

n <- 10

p <- 0.7

x <- c(rep(1,n*p),rep(0,n*(1-p)))

len <- sd(x)/sqrt(n) * (-1 * qt(0.25,n-1)) # half-length of the c.i.

c(mean(x) - len, mean(x) + len) # calculate bounds of the c.i.

[1] 0.5926574 0.8073426

# try again with n <- 1000

...

c(mean(x) - len, mean(x) + len) # calculate bounds of the c.i.

[1] 0.6902173 0.7097827

Clearly we are much more certain about π with 1000 observations than we
are with 10.
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3 Introduction to frequentist hypothesis test-

ing

In most of science, including areas such as psycholinguistics and phonetics,
statistical inference is most often seen in the form of hypothesis testing

within the Neyman-Pearson paradigm. This paradigm involves formu-
lating two hypotheses, the null hypothesis H0 and the alternative

hypothesis HA (sometimes H1). In general, there is an asymmetry such
that HA is more general than H0. For example, let us take the coin-flipping
example yet again. Let the null hypothesis be that the coin is fair:

H0 : π = 0.5

]
The natural alternative hypothesis is simply that the coin may have any
weighting:

HA : 0 ≤ π ≤ 1

We then design a decision procedure on the basis of which we either accept

or reject H0 on the basis of some experiment we conduct. (Rejection of H0

entails acceptance of HA.) Now, within the Neyman-Pearson paradigm the
true state of the world is that H0 is either true or false. So the combination
of the true state of the world with our decisions gives the following logically
possible outcomes of an experiment:

(1)

Null hypothesis
Accepted Rejected

Null Hypothesis
True Correct decision (1 − α) Type I error (α)
False Type II error (β) Correct decision (1 − β)

As you can see in (1), there are two sets of circumstances under which we
have done well:

1. The null hypothesis is true, and we accept it (upper left).

2. The null hypothesis is false, and we reject it (lower right).

This leaves us with two sets of circumstances under which we have made an
error:
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1. The null hypothesis is true, but we reject it. This by convention is
called a Type I error.

2. The null hypothesis is false, but we accept it. This by convention is
called a Type II error.

Let’s be a bit more precise as to how hypothesis testing is done within the
Neyman-Pearson paradigm. We know in advance that our experiment will
result in the collection of some data ~x. Before conducting the experiment,
we decide on some test statistic T that we will compute from ~x.2 We can
think of T as a random variable, and the null hypothesis allows us to compute
the distribution of T . Before conducting the experiment, we partition the
range of T into an acceptance region and a rejection region.3

(2) Example: a doctor wishes to evaluate whether a patient is diabetic.
[Unbeknownst to all, the patient actually is diabetic.] To do this,
she will draw a blood sample, ~x, and compute the glucose level in the
blood, T . She follows standard practice and designates the acceptance
region as T ≤ 125mg/dL, and the rejection region as T > 125mg/dL.
The patient’s sample reads as having 114mg/dL, so she diagnoses the
patient as not having diabetes, committing a Type II error.

In this type of scenario, a Type I error is often called a false positive, and
a Type II error is often called a false negative.

The probability of Type I error is often denoted α and is referred to as
the significance level of the hypothesis test. The probabilty of Type
II error is often denoted β, and 1 − β, which is the probability of correctly
rejecting a false null hypothesis, is called the power of the hypothesis test.
To calculate β and thus the power, however, we need to know the true model.

Now we’ll move on to another example of hypothesis testing in which we
actually deploy some probability theory.

3.1 Hypothesis testing: a weighted coin

You decide to investigate whether a coin is fair or not by flipping it 16 times.
As the test statistic T you simply choose the number of successes in 16 coin

2Formally T is a function of ~x so we should designate it as T (~x), but for brevity we
will just write T .

3For an unapologetic Bayesian’s attitude about the Neyman-Pearson paradigm, read
Section 37.1 of MacKay (2003).
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flips. Therefore the distribution of T under the null hypothesis H0 is simply
the distribution on the number of successes r for a binomial distribution with
parameters 16, 0.5, given below:

(3)

T 0 1 2 3 4 5 6 7 8
p(T ) 0.0000153 0.000244 0.00183 0.00850 0.0278 0.0667 0.122 0.175 0.196
T 9 10 11 12 13 14 15 16

p(T ) 0.175 0.122 0.0667 0.0278 0.00854 0.00183 0.000244 0.0000153

We need to start by partitioning the possible values of T into acceptance
and rejection regions. The significance level α of the test will simply be
the probability of landing in the rejection region under the distribution of T
given in (3) above. Let us suppose that we want to achieve a significance
level at least as good as α = 0.05. This means that we need to choose as
the rejection region a subset of the range of T with total probability mass
no greater than 0.05. Which values of T go into the rejection region

is a matter of convention and common sense.

Intuitively, it makes sense that if there are very few successes in 16 flips,
then we should reject H0. So we decide straight away that the values T ≤ 3
will be in the rejection region. This comprises a probability mass of about
0.01:

> sum(dbinom(0:3,16,0.5))

[1] 0.01063538

We have probability mass of just under 0.04 to work with. Our next step now
comes to depend on the alternative hypothesis we’re interested in testing. If
we are sure that the coin is not weighted towards heads but we think it may
be weighted towards tails, then there is no point in putting high values of T
into the rejection region, but we can still afford to add T = 4. We can’t add
T = 5, though, as this would put us above the α = 0.05 threshold:

> sum(dbinom(0:4,16,0.5))

[1] 0.03840637

> sum(dbinom(0:5,16,0.5))

[1] 0.1050568

Our rejection region is thus T ≤ 4 and our acceptance region is T ≥ 5. This is
called a one-tailed test and is associated with the alternative hypothesis
HA : π < 0.5. We can visualize the acceptance and rejection regions as
follows:
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(b) Two-tailed test

Figure 5: Acceptance and rejection regions for one- and two-tailed tests for
null hypothesis that a coin is fair. Acceptance regions are white; rejection
regions are gray

x <- 0:16

colors <- c(rep(8,5),rep(0,12)) # color 8 is gray, 0 is white

barplot(dbinom(x,16,0.5),names.arg=x,space=0,col=colors,

xlab="# successes (r)", ylab="p(r)")

# barplot() allows more flexibility in coloring

Alternatively, we may have no reason to believe that the coin, if unfair,
is weighted in a particular direction. In this case, symmetry demands that
for every low value of T we include in the rejection region, we should include
a corresponding high value of equal probability. So we would add the region
T ≥ 13 to our rejection region:

> sum(dbinom(0:3,16,0.5),dbinom(13:16,16,0.5))

[1] 0.02127075

We cannot add 4 and 12 to our rejection region because we would wind up
with α > 0.05:

> sum(dbinom(0:4,16,0.5),dbinom(12:16,16,0.5))

[1] 0.07681274
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so we are finished and have the acceptance region 5 ≤ T ≤ 12, with other
values of T falling in the rejection region. This type of symmetric rejection
region is called a two-tailed test, which is associated with the alternative
hypothesis HA : π 6= 0.5.4 We can visualize this as follows:

x <- 0:16

colors <- c(rep(8,4),rep(0,9), rep(8,4)) # color 8 is gray, 0 is white

barplot(dbinom(x,16,0.5),names.arg=x,space=0,col=colors,

xlab="# successes (r)", ylab="p(r)")

# barplot() allows more flexibility in coloring

In quantitative linguistics, you will nearly always see two-tailed tests
rather than one-tailed tests, because the use of one-tailed test opens the
door to post-hoc “explanations” of why, a priori, we don’t expect to see
deviations from the null hypothesis in the direction that we didn’t see.

3.2 One-sample t-test

Finally, we cover the one-sample t-test. Suppose we believe we are sampling
normally-distributed data and we want to test the null hypothesis that the
mean of the data is a certain prespecified value µ0. We can use the fact that
the “standardized” mean of the distribution is t-distributed, as in Equation
(1), to test H0 : µ = µ0. We can replicate an example given by Baayen for
the distribution of duration for the Dutch prefix ont-. t.test()

t.test(durationsOnt$DurationPrefixNasal, mu = 0.053)

[...]

t = -1.5038, df = 101, p-value = 0.1358

The (two-tailed) p-value for the t-statistic is 0.1358, so that we cannot reject
H0 at the α = 0.05 level (or even the ”marginal” α = 0.1 level).

When you compare the means between two samples, the difference is
also t-distributed but in a more complicated way. t.test() can also these
two-sample tests.

4It is actually not just convention that associates these different alternative hypotheses
with one- and two-tailed tests, but also the idea that the rejection region should be chosen
so as to maximize the power of the test for a pre-specified choice of α. It turns out that
these extreme-value choices of the rejection region accomplish this task, but explaining
how is a more detailed discussion than we have time for.
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3.3 Hypothesis testing: summary

• The Neyman-Pearson paradigm involves the formulation of two com-
peting hypotheses: the null hypothesis H0 and a more general alterna-
tive hypothesis HA;

• H0 and HA are compared by choosing, in advance, a test statistic T to
be calculated on the basis of data from an experiment, and partitioning
the range of T into acceptance and rejection regions for H0;

• Incorrectly rejecting H0 when it is true is a Type I error (false posi-
tive); incorrectly accepting H0 when it is false is a Type II error (false
negative);

• The probability α of Type I error is the significance level of the hy-
pothesis test;

• If we denote the probability of Type II error as β, then 1−β (the prob-
ability of correctly rejecting a false H0) is the power of the hypothesis
test.
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