
Linguistics 165, Homework 4
due 27 February 2015

18 February 2015

Please write up your solutions to these problems as a single PDF file and send it to
lign165-homework@ling.ucsd.edu as usual. Please format any code you include in the writeup
(especially for problem 3!) using a monospace font. You don’t need to submit any code
directly to us for this homework assignment.

1. Estimating human experience with n-gram frequencies.

(a) Mehl, Vazire, Ramı́rez-Esparza, Slatcher, and Pennebaker, 2007 estimate that the
typical university student speaks 16,000 words per day. Assume that every day
the typical individual hears roughly 3 times as many words as she speaks, and
that the university-student level of daily exposure to language is a reasonable
approximate of the level of daily exposure over an individual’s lifetime. Task:
estimate roughly how many total words of language has the typical 20-year-old
university student has heard in his or her lifetime.

(b) The Google Books project https://books.google.com is a massive project de-
voted to scanning and analyzing as much of the written history of humanity as
possible. As an example of the magnitude of the project, they have scanned and
recorded 7,867,112,937 (almost eight billion!) words worth of texts published in
the year 2000 alone! At the project page https://books.google.com/ngrams there
is a convenient interface for exploring word frequencies over time. Example of
use: if you query the 1-gram horses setting the year range between 1999 and 2000
with a smoothing (this is temporal smoothing) of zero, you’ll find that horses had
a relative frequency of about 0.0027% in English books in the year 2000. We can
use this information to calculate that there were roughly

7, 867, 112, 937× 0.000027 = 212, 412

instances of the word horses appearing in written text in the year 2000. Task:
working on the (clearly imperfect!) assumption that the English-corpus Google
Books counts in the year 2000 are more or less representative of the language the
average university student has been exposed to in his or her life, estimate:
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• How many times per hour does the average university student hear the
bigram on the?

• How many times per day does the average university student hear the word
great?

• How many times per month does the average university student hear the
trigram back and forth

• How many times per year does the average university student hear the
bigram compound interest?

• How many times in his or her life has the average university student heard
each of the trigrams salt and pepper and pepper and salt?

(c) The Google Books n-grams corpus is a very powerful tool, but it’s an imperfect
estimate of an individual’s daily experience with language. Task: Critique each of
the preceding estimates. Which are likely to be systematic overestimates? Which
are likely to be systematic underestimates? Which of these n-grams’ relative
frequencies are likely to vary dramatically from individual to individual in spoken
experience? Why?

2. Optimizing model parameters on a development set. In Lecture 13 (13 February
2015) you learned two different kinds of smoothing for a bigram model. First, you
learned additive smoothing, in which a pseudo-count of α is added to each n-gram
count, so that the bigram probability of wi given wi−1 is estimated as

P̂α(wi|wi−n+1 . . . wi−1) =
Count(wi−n+1 . . . wi−1wi) + α

Count(wi−n+1 . . . wi−1) + αV

where V is the vocabulary size. Second, you learned interpolation, in which an
additive mixture of a bigram model and a unigram model is used:

PInterpolated(wi|wi−1) = λP (wi|wi−1) + (1− λ)P (wi)

In the directory /home/linux/ieng6/ln165w/public/data/ there is a training-set
file wsj_1994_train.txt, a development-set file wsj_1994_dev.txt, a test-set file
wsj_1994_test.txt, and a lexicon file wsj_1994_lex.txt. TASK: build a model
which is an interpolation between an additively-smoothed bigram model and a unigram
model. (For the unigram model, use additive smoothing with αUnigram = 0.0001.)
Try at least six different combinations of values for the interpolation and additive-
smoothing parameters λ and α, reporting the development-set perplexity for each
combination of λ, α values. Then, report the best parameter values you’ve found based
on your work with the development set, and report the perplexity of the test set. The
person who gets the best test-set perplexity will win a special prize!

3. Using an n-gram model for text classification. Recall that the fundamental
equation for Bayesian text classification of a document d into one of M classes c1, . . . cM
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is

P (c|d) =
P (d|c)P (c)∑M
i=1 P (d|ci)P (ci)

Previously, we used a Naive Bayes version of Bayesian text classification by treating
each document d as a bag of words, in which linear order among words was ignored.
This is a lot like a unigram n-gram model. But we don’t have to use the bag-of-words
assumption! Instead, we might try a bag-of-sentences assumption in which the
linear order among sentences is ignored, but linear order information within sentences
is preserved. So if a document d consists of N sentences s1, . . . , sN , we might estimate

P̂ (d|c) =
N∏
i=1

P (si|c)

where P (si|c) is an n-gram model trained specifically to the class c.

Task: use an n-gram modeling approach to movie review document classification. You
can download a plain-text version of the nltk movie reviews dataset at http://idiom.
ucsd.edu/∼rlevy/teaching/2015winter/lign165/homework assignments/homework 4/hw4
data.zip; you can also find this data (both zipped and unzipped) on the instructional
servers in the directory

/home/linux/ieng6/ln165w/public/data/hw4_data

Train a positive movie-review n-gram model using the file pos_train.txt and a neg-
ative movie-review n-gram model using the file neg_train.txt. Each of these files
contains the text of many movie reviews from the class in question, one sentence per
line. (Note that 900 movie reviews contributed to each file.) The file lexicon.txt is a
complete list of the words contained in all the movie reviews; use this with the -vocab

option in SRILM, as described in Lecture 13. You can build any kind of n-gram model
you like, so long as you include at least a bigram component. You can optimize your
models on the development-set data, which are review-by-review in the files matched
by the regexes

pos_dev_[5-9][0-9].txt

neg_dev_[5-9][0-9].txt

and are alternatively available concatenated as single files pos_dev_all.txt and neg_dev_all.txt.
Once you’re satisfied with your optimized models, test them on the test-set files

pos_test_[1-4]?[0-9].txt

neg_test_[1-4]?[0-9].txt
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Report your work, including your test-set performance (that is, the classification accu-
racy: the percentage of test-set documents that your n-gram language model classifier
correctly classifies).

Helper function: You will find that one of the challenges in automating document
classification for this problem is that SRILM writes document log-probabilities as a
text output string, and you’d need to capture these document log-probabilities inside
a computer program to automate classification. I’ve written a Python helper function
that will assist with this process. If you call the helper function with (i) an input string
that specifies how to call SRILM’s ngram command, and (ii) the name of a file con-
taining a document to be classified, the helper function will return the log-probability
assigned by the SRILM ngram command to the file’s text. This can help you write a
Python program to automate document classification over many text documents. The
helper function can be found here:

http://idiom.ucsd.edu/∼rlevy/teaching/2015winter/lign165/homework assignments/
homework 4/code/get logprob.py
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