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1. To recap: an n-gram model estimates the probability of a length-N sentence w as

P (w) ≈
N+1∏
i=1

P (wi|wi−n+1 . . . wi−1) (1)

where wN+1 and wj for j < 1 are defined as special “sentence-boundary” tokens.

2. Link back to probability theory. This approximation comes from the chain rule.
Without loss of generality we can write

P (w) =
N+1∏
i=1

P (wi|w1 . . . wi−1)

And using the approximation

P (wi|w1 . . . wi−1) ≈ P (wi|wi−n+1 . . . wi−1)

gets us to Equation (1).

3. (The beginning of) a running example for today’s class:

Training set Test set
dogs chase cats cats meow

dogs bark dogs chase the birds

cats meow

dogs chase birds

cats chase birds

dogs chase the cats

the birds chirp

4. Some special cases of n-gram models:

• n = 1 is a unigram model—word “conditional” probabilities are actually uncon-
ditional, and are basically just word frequencies
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• n = 2 is a bigram model

5. Which would be better for our running-example dataset, a unigram model or a bigram
model? To decide we need a way of evaluating different models. It’s common to
use perplexity (often written as PP) as a measure. Let us suppose that we have a
test set T of M sentences, the i-th sentence has length Ni, and the total number of
words in the test-set is N . Perplexity is just the inverse of the geometric mean of word
probability:

PP(T) =

[
M∏
i=1

P (w1w2 . . . wNi+1)

]− 1
N

keeping in mind that that last “word” is always the special end-of-sentence token </s>.
If we use the chain rule we can rewrite this as

PP(T) =

[
M∏
i=1

Ni∏
j=1

P (wi,j|wi,1 . . . wi,j−1)

]− 1
N

where wi,j is the j-th word of the i-th sentence. For a unigram model this gives us

PP(T) =

[
M∏
i=1

Ni∏
j=1

P (wi,j)

]− 1
N

and for a bigram model this gives us

PP(T) =

[
M∏
i=1

Ni∏
j=1

P (wi,j|wi,j−1)

]− 1
N

.

6. Example of perplexity calculation. Here are the unigram counts, and the total
number of word tokens (including end-of-sentence tokens):

birds: 3; </s>: 7; cats: 4; chase: 4; the: 2; bark: 1; chirp: 1; meow:

1; dogs: 4;

Total tokens in dataset: 27 The unigram probabilities for the test set are given
below:

cats meow </s>

0.148 0.037 0.259

dogs chase the birds </s>

0.148 0.148 0.074 0.111 0.259
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The total probability of all words in this dataset is 6.662192713425996e-08 , so the
average per-word probability (geometric mean!) is 0.12675122020832624 . Inverting
this gives us a perplexity of 7.89 .

Bigram perplexity. Here are the bigram counts for the training dataset:

Context birds, events: chirp: 1 </s>: 2

Context </s>, events: the: 1 cats: 2 dogs: 4

Context cats, events: chase: 1 </s>: 2 meow: 1

Context chase, events: birds: 2 cats: 1 the: 1

Context the, events: birds: 1 cats: 1

Context bark, events: </s>: 1

Context chirp, events: </s>: 1

Context meow, events: </s>: 1

Context dogs, events: bark: 1 chase: 3

And here are perplexities:

cats meow </s>

0.286 0.25 1.0

dogs chase the birds </s>

0.571 0.75 0.25 0.5 0.667

The total probability is 0.002552932078125 , or a probability-per-word of 0.4741108645281447
, or a perplexity of 2.109

7. But what happens when we include test-set items (unigrams or bigrams) that aren’t
in the training set?
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