
Roger’s one-page list of main concepts to remember from Linguistics 251

1. Probability theory is an internally consistent set of rules for inference under uncertainty.

2. Statistics is the study of making inferences from data, through the rules of probability
theory.

3. Bayes’ rule is how probability theory tells you update your beliefs in the face of evi-
dence. It says that the probability of a hypothesis H in the face of data y is proportional
to your prior belief in H times the likelihood of y under H.

4. The mean and variance are often the two most important things to know about any
probability distribution (or sample).

5. Families of probability distributions play an important role in most statistical infer-
ence. Every family is characterized by a number of parameters.

6. You measure how well a model M accounts for data y by the likelihood that M
assigns to y.

7. Because likelihoods get very small, it is usually more convenient to deal with log-
likelihoods. Whereas calculating a likelihood generally involves taking a product, cal-
culating a log-likelihood generally involves taking a sum, because log

∏
i xi =

∑
i log xi.

8. The most popular technique for frequentist parameter estimation is maximum like-
lihood estimation. It is equivalent to maximum a-posteriori (MAP) Bayesian
parameter estimation under a uniform prior.

9. When noise is normally distributed (i.e. Gaussian), maximum-likelihood estimation is
equivalent to minimizing the sum of squared residuals.

10. Bias and variance are two fundamental properties of statistical estimators that both
are desirable to minimize, but there is generally a tradeoff between the two.

11. The purest form of Bayesian inference involves marginalizing out any model pa-
rameters that are not the final target of interest.

12. A frequentist hypothesis test involves defining a null hypothesis H0 and a more
general alternative hypothesis HA, determining the distribution of a test statistic
T under H0, and seeing whether T has an unexpected value for your data y.
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13. Although most people talk about confidence intervals, it’s conceptually more
sound to think of a confidence region in your full multidimensional parameter
space. Be sure to know the conceptual difference between frequentist and Bayesian
confidence intervals. (It’s the Bayesian variety that is more intuitive.)

14. Squared residuals can be partitioned, and the basis of linear model comparison and
analysis of variance (ANOVA) is the comparison of the ratio of two sums of squared
residuals—this is the F test.

15. Generalized linear models are used to estimate conditional probability distributions of
the form P (Y |X1, . . . , Xm) and involve three components: a linear predictor η,
a link function relating the predicted mean to the linear predictor, and a noise
distribution around the predicted mean. The explanatory (independent) variables
Xi influence Y only through the mediation of the linear predictor η. Linear models
involve an identity link function and a Gaussian (normal) noise distribution.

16. The likelihood-ratio test is the most general-purpose frequentist test for model
comparison among nested generalized linear models.

17. Hierarchical models introduce variation at the level of the clusters into which ob-
servations are grouped.

18. In every hierarchical model, there are cluster-level model parameters b whose variability
is in turn governed by parameters Σb. There are also parameters θ shared among
all observations regardless of cluster. Σb introduces shrinkage that constrains the
cluster-level parameters b to be similar to one another.

19. In a hierarchical model, it is θ and Σb that are conventionally considered to be the
primary targets of inference. The likelihood of primary interest generally marginalizes
over cluster-level model parameters b.

20. You can use likelihood-ratio tests for model comparisons on cluster-level model struc-
ture in hierarchical models, but the situation for model comparison involving differences
in shared parameter structure is more up in the air.

21. In general, if you want to have greater confidence in the inferences you are making from
a particular dataset, try several different models and/or several different methods of
fitting the same model (e.g., Bayesian inference with HPD intervals, and maximum-
likelihood with standard-error-based confidence intervals). You can be more confident
if multiple approaches lead to the same qualitative inferences.
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